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Abstract: The resource management of an application is an essential task in smartphones. Optimizing
the application launch process results in a faster and more efficient system, directly impacting the user
experience. Predicting the next application that will be used can orient the smartphone to address
the system resources to the correct application, making the system more intelligent and efficient.
Neural networks have been presenting outstanding results in the state-of-the-art for mapping large
sequences of data, outperforming all previous classification and prediction models. A recurrent
neural network (RNN) is an artificial neural network associated with sequence models, and it can
recognize patterns in sequences. One of the areas that use RNN is language modeling (LM). Given an
arrangement of words, LM can learn how the words are organized in sentences, making it possible
to predict the next word given a group of previous words. We propose building a predictive model
inspired by LM. However, instead of using words, we will use previous applications to predict the
next application. Moreover, some context features, such as timestamp and energy record, will be
included in the prediction model to evaluate the impact of the features on the performance. We will
provide the following application prediction result and extend it to the top-k possible candidates for
the next application.
Keywords: application prediction; natural language processing; recurrent neural network

1. Introduction
The recent and brief history of smartphones is mainly marked by rapid technological growth.
Both hardware and software have significantly improved in recent years, enabling and motivating
the development of new applications (apps). It is estimated that the Google Play Store had more than
2.5 million apps available in 2019 [1]. Together with the massive number of apps available, the number
of apps installed is also increasing significantly. It is estimated that smartphone users install more than
150 apps on their devices [2].
Given this scenario with many apps installed, optimizing the app management is essential
if we want to deliver an efficient system to the user. Searching for an app becomes not practical,
making the user spend a lot of time until finding the app. This motivated researchers to develop app
prediction methods, such as FALCON [3], which are based on context signals and user access patterns.
Another important issue is resource allocation in smartphones. If we can predict the app usage behavior,
it is possible to assign the required resources in advance to the expected app. For instance, it is possible
to preload the app in memory or avoid the system to kill the next app to be used in situations when
memory is saturated [4].
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To build an efficient app prediction model, it is essential to analyze the user’s behavior over time.
For instance, does the user typically change the most used apps along time? How relevant are the most
used apps in the prediction task? If it is possible to use context features, such as time and smartphone
energy status, it will help in the app prediction? In this work, we propose to discuss these questions
using a neural network applied to a long app usage dataset record. The idea is to treat the app usage
dataset as sequential data, where we want to predict the next application given a sequence of previous
applications used.
Neural networks can collect knowledge from the data set and establish a relationship between
the input and the prediction. One kind of neural network often used to process sequence data is
the Recurrent Neural Network (RNN). One of the RNN’s features is to predict the next element of
a sequence. For instance, predict a company’s share price given its history on the stock market,
or perform a weather forecast given the previous weather conditions [5]. These examples are
in the time-series prediction group, which means the dataset is following a timeline sequence.
Another example, where RNN is often used is in language modeling (LM). LM represents probabilistic
models that can predict the next word in the sequence given the words that precede it [6]. Since words
follow communication patterns to build sentences, we can use RNN to learn these patterns and use
them to predict the next word. For instance, if we try to predict the next word in the sentence
“Please, give me a glass of. . . ”, the most probable word might be “water” due to the sentence
pattern used in the English language. If we extend to multiple possible candidates, we can say
that “water, juice and soda” might be good candidates for the given sentence.
In this work, we build a model to predict the next application based on the LM approach,
the Natural App Processing (NAP). If it is possible to correlate the applications and features as
words in sentences, we can reproduce the word prediction task to the app prediction problem.
First, we process the apps and features as words using the tokenization and encoding. The encoded are
used as input to the RNN. The RNN output is processed by a softmax function to give the prediction.
In the end, we evaluate the prediction using categorical cross-entropy. We used a dataset with 34 users
containing app usage ranging from 6 to 14 months. We evaluate the app usage monthly for all users,
and we got 86.58% accuracy in the app prediction using Recall@5.
This paper has the following orientation. First, we briefly present the methods used in previous
works and their interpretation of the application prediction problem. We also show details about
the dataset and their results. After, we explain the app prediction model based on LM and how the
app usage is distributed across the dataset used. We evaluate our model and compare it with other
approaches, and then, we finalize with the conclusions.
2. Related Work
In recent years, several studies have been done regarding app prediction. Many of these studies
were inspired by models that achieved a recognized success in different areas, such as character
prediction and recommendation systems. Moreover, some attempts have been made to ascertain
whether contextual information is related to applications’ use.
The first attempts were applying traditional machine learning techniques with contextual
information to the app prediction problem. Yan et al. [3], introduced the FALCON model, based on
the cost-benefit learning algorithm, where they used contexts as features to predict the application
launches by the user, such as geographical position and temporal access patterns. They measured the
average Recall for all users throw the days, and they achieved over 80% in Recall@5 after eight months
of cumulative training data. However, Falcon does not address the fluctuation in test results along the
time, and also, it is necessary long training time to achieve satisfactory results.
Nataranjan et al. [7] explored Markov models, assuming that an app’s choice is strongly related to
the previous app used. They developed the IconRank algorithm based on the collaborative filtering
model, which is used for recommendation systems. The idea was to model the app transition using
a Markov chain for each user and then apply a clustering algorithm based on these transitions.
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The dataset used was one of the first works containing many users (total 17,062). The app usage is
highly concentrated in a few applications, with 85% of the total launches concentrated in just 1% of the
total apps. As a result, they achieved a Recall@5 of 67.01%. Build a model based on the previous state
might not be the right choice if the user has a concentrated app distribution. We will show that the
Least Recently Used (LRU) algorithm also performs poorly.
Parate et al. [8] also proposed another prediction model based on the Markov model. They built
the App Prediction by Partial match (APPM) based on the prediction by partial match (PPM) used
in character prediction [9]. PPM computes the conditional probability mapping of the characters
in a sequence. The work highlighted the user behavior difference. For example, they found out
that in some cases, a user tends to strongly favor recently used apps, whereas in other cases, a user
exhibits highly sequential app usage behavior. The data set used was from the LiveLab project [10],
where it has 34 users, and their app records with features such as time and position when using
the app. They achieved 81.35% of Recall@5. While Markov models learn the correlation among
the apps, they assumed the next app is only related to the latest app and ignored the multiple previous
apps used.
Huang et al. [11] explored various contextual information, such as the last used app, time, location,
and the user profile using a Bayesian framework. They argued that considering only the dependencies
between the app usage behaviors is not enough, suggesting that the contexts should be included
to better prediction accuracy. The Recall@5 was 69% using the MDC data set, which consists of
38 users and app usage records for more than one year. Bayesian models combine app usage with
contextual features, and the features used are assumed to be independent. However, app usage is
closely connected to contextual information.
With the advancement of neural networks in several areas, some researchers have begun to
implement it in the app prediction task. Xu et al. [12] have proposed an LSTM model to explore
the temporal-sequence dependency of the apps with contextual information. However, they did not
explore some extensions of LSTM, such as the bidirectional LSTM. Moreover, they have only collected
data within a month, which is a short period to evaluate the model’s performance.
Zhao et al. [13] proposed a scheme called AppUsage2Vec, which is inspired by Doc2Vec [14].
The idea is to represent app usage as a vector as it was done with words in Doc2Vec.
Different from Doc2Vec, they included the time feature since some works have demonstrated a strong
relationship between app usage and time. AppUsage2Vec consists of an app attention mechanism,
which weights the most relevant apps and a dual deep neural network (DNN), which learns
personalized app usage characteristics by each user. They tested their model using app records by
10,360 users for three months. The Recall@5 was 84.46%. Even though AppUsage2Vec achieved
promising results using a dataset with many users, it was only tested for one month period.
To reproduce a general model for the user, a long period analysis is more appropriated.
3. Natural App Processing Model
Our app prediction model is inspired by the LM using RNN. However, instead of using a sequence
of words, we used the app usage records with their respective context features. The app category, time,
duration, and battery information were the features used. As explored in [3,8], we aim to investigate
the correlation between the apps and context features to improve the prediction results. For each
app usage record, we include n number of previous apps used and the features regarding the current
app record. The target is to predict the next app. Figure 1 shows an overview of our prediction model.
The first part consists of arranging the app records with their respective previous apps, features,
and future next app. After, it is necessary to convert these sequences elements into unique values.
This process is called tokenization, which is covered in the following subsection.
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Figure 1. Summary of the Natural App Processing (NAP) approach for app prediction task.

3.1. Tokenization
As is done when processing words in LM, the apps and features will compose a dictionary with
each app and feature represented by a unique token [15]. Since some features have a large range
of values, the dictionary size can increase significantly. For instance, the battery level has values such as
92% and 93%. These two battery level data will be transformed into two unique tokens. Since 92% and
93% are very similar in terms of battery level, it is better to provide a unique token to represent both.
To solve this problem, we established ranges such as 90% < x ≤ 100%, and now values inside this
range are represented by a unique token. This procedure will reduce the dictionary size and the
complexity of the context features. After the tokenization process, each token can be encoded.
3.2. Encoding
The one-hot encoding transforms categorical data into a vector representation. The vector is
composed of zeros, with only one at the index of the data represented by the number. For example,
a value 2 is transformed to a vector (0, 0, . . . , 1, 0) by the one-hot encoding. The total vector length is the
dictionary size. The one-hot encoding is a fast and simple process. In our experiments, it performed
better than the embedding method [16].
3.3. RNN and Prediction Output
As explained in Section 2, RNN can learn patterns from a sequential dataset. Given a set of apps A
and features F, we aim to implement a model that inputs a fixed-length sequence of apps and features
and outputs the probability of an app a to be chosen, where a ∈ A. Formally, giving a sequence
( x1 , x2 , . . . , x T ) where x ∈ { A ∪ F }, we can output the conditional probability p( a| x1 , x2 , . . . , x T ),
computing the feedforward propagation in RNN and using a softmax function, as represented in
Figure 2 and also in the equations below:
ht = g(Whh ht−1 + Whx xt + bh )

for t = 1 to T

p( a| x1 , x2 , . . . , x T ) = softmax(Wyh a T −1 + by )

(1)
(2)

where Whh , Whx , Wyh and bh , by are the weights and bias of the RNN respectively. g represents the
activation function. For RNN, the common choice is the tanh or ReLU, which helps to prevent
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the vanishing gradient problem [17]. Each RNN cell computes the input xt and the previous cell’s
output ht−1 , going throw all the apps and features. This configuration presenting in Figure 2 is known
as many-to-one [18], where the input sequence is higher than one (T > 1) and it outputs for only
one cell. The softmax function normalizes the RNN output into a probability distribution consisting of
K probabilities, where the K length is equal to the total number of elements in A. The equations below
show the softmax computation:
z = Wz (Wyh h T −1 + by ) + bz
(3)
p ( a | x 1 , x 2 , . . . , x T −1 ) =

e zi
∑Kj=1 e

zj

, for i = 1 to K

(4)

where Wz and bz are the weight and bias of the softmax function respectively. zi is the ith element
of the z vector, where z ∈ RK . The output from the softmax function will be a vector containing the
probability for each app to be chosen, or in other words, the final prediction output ŷ:
ŷ = p( a| x1 , x2 , . . . , x T −1 )

(5)

However, this is the prediction for one input sequence. Giving M sequences, we want to compute
the loss function for the multi-classification problem. In the case of word prediction, one widely used is
the categorical cross-entropy. In order to optimize the weights Whh , Whx Wyh , Wz and the bias bh , by , bz ,
we should reduce the negative cross-entropy L(y, ŷ):
M

L(y, ŷ) = −

∑

ym log ŷm

(6)

m =1

where ym is the training data. In 1997, the Long Short-Term Memory cell (LSTM) Hochreiter [19] was
published, introducing the forgotten, update, and output gates. The LSTM has made a huge impact on
sequence models and is adopted in many different tasks today(including language models). The gates
improve the memorization task, including in long sequences examples. In this study, we will adopt
the LSTM as the basic cell in our NAP model.

Figure 2. Feedforward propagation diagram in many-to-one recurrent neural network (RNN).

3.4. Data Set
The data set is provided by the LiveLab project from Rice University [10], which consists of 34 app
usage traces. The app usage period ranges between 6 months until 14 months. The average number of
apps used during the whole period by all users is 140, and the absolute number of apps used fluctuates
from the minimum 40 to a maximum of 535 apps.
Since the data set is for an extended period, it interests to monitory the app usage behavior throw
time steps. For instance, we can check periodically whether the users concentrate their app usage in a
few apps or not. In Figure 3, it is shown the percentage of the top 5 apps used by 5 users from June
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until October. The top 5 apps percentage can change significantly during the months. Taking the A09
user from Figure 3, the top 5 apps represents 85% of all the records registered in June, while in October,
this percentage drops to 60%. It indicates that the user changed from a few apps concentration to more
balanced app usage. Even with this high variation, it is important to the prediction model account
these 5 most-used apps. The reason is that the average percentage of the 5 most used apps for all the
34 users during the whole period is 74.75 %. Moreover, the top 5 apps are not constant over time.
On average, 10 applications are among the five most-used applications over the user’s period.

Figure 3. Top five apps usage percentage from June to October.

3.5. Model Details
The NAP was developed using a deep learning API written in Python called Keras, running
on top of the machine learning platform TensorFlow. The model is composed of 2 layers of LSTM,
a dropout layer to reduce overfitting and a softmax layer to compute the prediction results. After tuning
the number of hidden nodes, we find out that 64 and 32 for the first and second layer respectively,
reduced the overfitting. We used the criterion of recall to measure the performance of our model.
The recall was computed when top k apps with the highest probability were selected, namely
Recall@k [13].
4. Evaluation
In the evaluation section, we first provide the monthly prediction for 5 users using our model.
The reason is to highlight the different prediction tendencies from the users. After, we change
the number of previous applications from 2 until 6 on the dataset to see if there is variation in the
prediction results. We also evaluated whether the context features improve app prediction performance
or not. Finally, we compare our results with three different models.
4.1. User Data Analysis
We made a test evaluation for each month using the previous months as training and
validation data. We split randomly by 90% for training and 10% for validation. Figure 4, shows the
Recall@5 results of our model over the entire user records. For each month, we tested the NAP model
using the previous months as training samples. Therefore, when we tested at the end period of the user,
we have the highest amount of training data. We picked the same 5 users from Figure 3 and each
of them has different tendencies. Looking at A04, we see an expected behavior with a better test
performance by having more training data. In B03 and A06, we also have an improvement over
the months, but for the last months, we have a small decrease. A09 presents good performance for
the first months but for the following months, it significantly decreases. B10 shows fluctuation along
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with the entire usage. It is essential to say that the top 5 most-used apps have a significant impact
on performance. The considerable drop in the test results for A09 in August follows the most used top
5 apps percentage drop in Figure 3.

Figure 4. Recall@5 for each month for five users’ results using the NAP model.

4.2. Overfitting Issue
The overfitting was also stated in [13] when they used neural networks to app prediction.
RNNs are powerful models; however, it overfits quickly [20]. When we consider the input, including
the features and with small training data amount, we have a sharp growth in validation loss and a
fast reduction in the training loss, configuring the overfitting, as presented in Figure 5a. If we reduce
the complexity of the input, removing the features, the overfitting is significantly reduced. When we
compare with the losses results from the subsequent months, we see a stabilization of the losses curve,
since we have more training data, as shown in Figure 5b.

(a)

(b)

Figure 5. Cross-entropy loss for B09 user including and not including the features (a) and cross-entropy
loss for B09 in different months not including the features (b).
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4.3. Performance Changing the Number of Previous Apps
We also evaluate the results changing the number of previous applications. The results are shown
in Figure 6. We changed from two previous applications until 6 and the performance slightly decreases
in all Recall@k as we increase the previous applications. Figure 6a presents the results for all users
where we evaluated all months and computed the average (except the first month). In Figure 6b,
we computed the best month prediction results for all users. Looking at Recall@5, we have 78.90%
from the left plot against 86.55% from the right. Usually, the prediction results for the first months
are low, making a high amplitude between the average and maximum results. If we compare the
Recall@5 from Figure 6a with the average of the last five months, we have an improvement from
78.90% to 80.30%. However, it is essential to keep in mind that some users presented the opposite
behavior, as explored in Figure 4.

(a)

(b)

Figure 6. Recall@k performance average (a) and best month performance (b) for all users.

4.4. Impact of the Features
In [8] they used the same dataset, and they reported that the features did not provide significant
improvement in their results. Using NAP with two previous apps and including the features,
we had instead, a small reduction in the Recall@k results, as shown in Table 1. The results are the
average of all users in all month tests.
Table 1. Recall@k comparison results using the features and without the features.
NAP

Recall@1

Recall@2

Recall@3

Recall@4

Recall@5

No features
With features

42.79%
40.36%

59.67%
57.18%

69.40%
66.93%

75.20%
73.11%

78.90%
77.13%

The results show that the features might help during the training phase; however, it does not
guarantee test results improvement, being evidence that the user changes his app usage behavior. If in
one month we can infer the user usually plays games during the night, this argument might not be
valid for the next month.
4.5. Comparison with Other Schemes
We compare our scheme with other schemes for the next app prediction:
•
•

LRU: Refers to the least recently used items. The LRU selects the least recently used apps by
each user;
MFU: Refers to the most frequently used items. The MFU selects the most frequently used apps;
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AppUsage2Vec: The model developed using the app attention mechanism together with a dual
deep neural network;
FALCON: Model developed using cost-benefit adaptive prediction algorithm;
APPM: Model based on PPM, which computes the conditional probability mapping of the
characters in a sequence.

Two cached algorithms explored in the app prediction literature and also adopted by smartphone
OS (Android) [21] are the Least Recently Used (LRU) and the Most Frequently Used (MFU). The LRU
selects the least recently used apps by each user, and the MFU selects the most frequently used apps.
Both LRU and MFU are updated continuously at each app record, and the test period is the same as it
was used in NAP. Different from NAP, the LRU and MFU were updated during the test period.
We tested the NAP with the standard LSTM and also with a bidirectional LSTM, which is
an extension of traditional LSTMs that can improve model performance on sequence classification
problems [22]. As expected, MFU had good results since we have shown the users concentrate their
app usage in a few apps. The LRU presented poor performance, indicating the recently used apps
might not be enough to represent the user patterns. The NAP performs better in all Recall@k tests
as it is shown in Figure 7. The advantage of use NAP is the fact that it combines the essence of
MFU and LRU, memorizing the most frequently apps and also accounting the previous apps used.
We also implemented the AppUsage2Vec prediction model [13] due to their good results mentioned
in their work. The model followed the same training and test arrangement as it was done using
the NAP. Our model performed slightly better than the AppUsage2Vec, as shown in Table 2. The two
works follow a similar structure, accounting for the previously used apps and using a neural network.
The advantage of NAP is the fact that it is relatively simple to implement, and models based on
RNN have been extensively explored in the literature for different types of sequence prediction tasks.
We also compared with two other works stated in Section 2 since they have used the same dataset.
FALCON provided the Recall@1,3,5, and APPM provided only the Recall@5, and NAP also has
surpassed both of them.

Figure 7. Recall@k performance for NAP, LRU and MFU.
Table 2. Best month Recall@k results for each model.
Model

Recall@1

Recall@2

Recall@3

Recall@4

Recall@5

NAP (Bidirectional)
NAP
AppUsage2Vec
APPM
FALCON
MFU
LRU

50.79%
50.59%
49.99%
50.0%
43.24%
20.34%

68.14%
68.02%
67.41%
60.37%
30.60%

77.65%
77.51%
76.78%
79.0%
70.84%
36.86%

83.00%
82.98%
82.67%
76.98%
41.50%

86.55%
86.42%
85.93%
81.35%
80.0%
81.22%
45.08%
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5. Conclusions
Even though much work has been done in this decade, predicting the next application is still a
difficult challenge since we have to deal with human behavior, which is contradictory in many ways.
However, NAP proposed in this work shows a better model to describe the application usage. Unlike
the related work, we proposed analyzing in detail month by month predictions to better understand
the app prediction task’s complexity. We have shown that users can present chaotic application
usage behavior and also tried to include different features and change the sequence length to see
the impact on the performance. NAP shows that the few previous applications provided better
performance compared to the higher number of previous applications. Unfortunately, the features
did not improve the test results, and therefore, it reinforces some earlier works that also presented
inexpressive improvement using the features. The results using NAP are relevant when compared
with cited works. Consequently, it shows that we can transfer the knowledge acquired in language
models to the application prediction task.
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