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Abstract

Main memory; D.4.8 [Operating Systems]: Performance—Measurements

We propose a novel kernel-level memory allocator, called M3 (Mcube, Multi-core Multi-bank Memory allocator), that has the following two features. First, it introduces and makes use of a notion
of a memory container, which is defined as a unit of memory that
comprises the minimum number of page frames that can cover all
the banks of the memory organization, by exclusively assigning a
container to a core so that each core achieves bank parallelism as
much as possible. Second, it orchestrates page frame allocation so
that pages that threads access are dispersed randomly across multiple banks so that each thread’s access pattern is randomized. The
development of M3 is based on a tool that we develop to fully understand the architectural characteristics of the underlying memory organization. Using an extension of this tool, we observe that
the same application that accesses pages in a random manner outperforms one that accesses pages in a regular pattern such as sequential or same ordered accesses. This is because such randomized accesses reduces inter-thread access interference on the rowbuffer in memory banks. We implement M3 in the Linux kernel
version 2.6.32 on the Intel Xeon system that has 16 cores and 32GB
DRAM. Performance evaluation with various workloads show that
M3 improves the overall performance for memory intensive benchmarks by up to 85% with an average of about 40%.

General Terms Algorithms, Design, Experimentation, Measurement, Performance
Keywords Row-buffer conflict, Memory management, Randomized algorithm, Memory container, Analysis tool

1.

Introduction

A recent distinct trend in computer architecture is that of multi-core
support as exemplified by the Intel Core i7 [3], AMD Opteron [1]
and ARM Cortex-A15 [2]. In order to take advantage of the increased computation of multi-core chips, computer systems commonly come with a vast amount of main memory. These trends require us to revisit the internal policies and mechanisms of today’s
operating systems.
In this paper, we rethink the memory allocation issue in light of
these architectural trends. In particular, we look into how memory
can be allocated more efficiently by alleviating the row-buffer conflict problem from an operating system standpoint. The row-buffer
conflict problem has been looked into primarily as an architecture
problem [9, 31, 34]. To the best of our knowledge, this study is the
first to present an operating system based solution.
Before presenting an outline of our solution, let us look at the
source of the row-buffer conflict. A row-buffer is essentially a
cache area in a memory bank [34]. A row-buffer conflict occurs
when a core alternatively accesses different page frames mapped
to the same bank or when several cores access the bank simultaneously. This leads to significant performance degradation [14, 20,
26, 28, 33].
Our operating system solution to the row-buffer conflict is a
novel kernel-level memory allocator, which we refer to as M3 (Mcube, Multi-core Multi-bank Memory allocator), that takes two
distinct approaches. The first is to allocate page frames to a core
from different banks as much as possible. To this end, we introduce
the notion of a memory container, which, for now, can be thought
of as a unit of memory formed from a collection of distinct, nonoverlapping pages. Then each core is assigned a memory container
such that when a core requests for memory, the request is serviced
within the assigned memory container.

Categories and Subject Descriptors B.3.1 [Memory Structures]:
Semiconductor Memories—Dynamic memory (DRAM); D.4.2
[Operating Systems]: Storage Management—Allocation/deallocation strategies; D.4.2 [Operating Systems]: Storage Management—
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Figure 1. Memory organization consisting of multiple channels, ranks, and banks
mappings between page frames and memory components such as
channels, ranks, and banks is presented.
• Real implementation: Performance gains of our proposal are
quantitatively evaluated through real implementation based experiments with various types of workloads.

The second approach is to randomize memory accesses. This
may, at first, sound counter-intuitive, but we show that sequential
memory accesses or accesses that show regularities such as references with patterned intervals tend to aggravate the row-buffer
conflict. To alleviate such effects, we propose a memory allocation
algorithm that randomizes the actual accesses at the memory bank
level. Note that the memory references generated by the threads
are not the ones being randomized, but that randomization is being
forced upon only at the memory bank level. We devise a downward
search and individual page frame management scheme to implement such an algorithm in an efficient manner.
To understand the effect of regularities and randomness and to
realize the notion of a memory container, a full understanding of
the underlying memory organization is necessary. To this end, we
develop an analysis tool that allows us to infer the relationships
between page frames and the various components that make up the
physical main memory.
We implement M3 in the Linux kernel version 2.6.32 on a system that consists of two Intel XEON x5570 processors with four
cores on each processor (a total of 16 cores with the hyperthreading
technology enabled), 32GB DDR3 main memory, and 3.6TB SAS
disks. Using six benchmarks, we conduct various experiments that
show that M3 can improve the total execution time by up to 85.2%
with an average of 39.7% for memory-intensive benchmarks and by
up to 7.8% with an average of 1.3% for CPU or I/O intensive benchmarks. Also, we conduct experiments using the PARSEC benchmark that demonstrates the spectrum of performance improvements
of M3 according to the characteristics of applications.
The contributions of our work can be summarized as follows:
• Randomness for the Better: We make a non-intuitive observation that in multi-core and multi-bank systems, a 1 randomized
memory access pattern yields better performance than a regular
pattern.
• M3 design: The notion of a memory container and a randomizing
algorithm are devised so that the operating system can efficiently
randomize page frame accesses.
• Memory organization analysis tool: A tool that exposes the

The rest of the paper is organized as follows. In the next section, we describe the architectural background and related work.
The memory organization analysis tool is presented in Section 3,
and the effects of access patterns on the row-buffer conflict are
discussed in Section 4. The design and implementation details of
M3 are elaborated in Section 5. In Section 6, we present the performance evaluation results. Finally, conclusions are presented in
Section 7.

2.

Background

In this section, we first describe the general structure of memory
organizations adopted in modern PCs and server systems. Then,
we discuss how the page frame allocation decision of operating
systems affects memory parallelism. Finally, we survey previous
research related to our work.
2.1

Memory Organization and Row-Buffer

Figure 1(a) depicts the conceptual structure of a memory organization. It consists of multiple channels, which is divided into multiple
ranks. Each rank is further divided into multiple banks, and each
bank consists of a set of rows and a row-buffer. For instance, in our
experimental system, the IBM X3650 M2 system, there are 3 channels, 4 ranks per channel, and 8 banks per rank. Each bank has 32K
rows, whose size is 4KB, making the size of each bank 128MB.
In reality, the memory organization complexity goes even a
step further as shown in Figure 1(b) [11, 12]. A memory module
such as a DIMM (Dual In-line Memory Module), which is directly
mounted on a printed circuit board, consists of multiple memory
chips, and the chips within a DIMM comprise a rank. Then, a
rank contains multiple banks. In our experimental system, a rank
is composed of 8 chips similar to the one in Figure 1(b). Also,
data stored in a bank of the rank is distributed into the 8 chips that
can be referenced in parallel. In other words, the aggregation of
the bank 0s in the 8 chips of Figure 1(b) corresponds to bank 0

1 Henceforth,

unless specifically mentioned, when we refer to randomizing
or randomized memory accesses, this refers to memory accesses being
randomized at the memory bank level and not at the thread level.
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row-buffer hit & miss cost in DDR3-1600
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Figure 2. Row-buffer hit and conflict overhead
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in Figure 1(a). Hereafter, all discussions are presented using the
organization of Figure 1(a) since the issues tackled in this paper
can be fully discussed using this conceptual structure.
As previously mentioned, there is a row-buffer for each bank,
the size of which is the same as a row. A row-buffer is a cache
area used to exploit spatial locality. When a memory request is
triggered by a core, the DRAM controller first checks the rowbuffer of the bank related to the requested address. If data is cached
in the row-buffer, the request can be served immediately from
the row buffer. This is called a row-buffer hit. Otherwise, upon a
row-buffer miss the DRAM controller performs the precharge and
activate operations. The precharge operation is a step to write back
data of the row-buffer into the original row. The activate operation
is a step to load the entire data from the row that contains the
requested address into the row-buffer. After the two operations, the
request is served from the row-buffer. This whole scenario is called
a row-buffer conflict. Note that even though the request size from
a core is a CPU cache line width (for instance, 64B), the DRAM
controller loads the entire row into the row buffer (for instance,
4KB) anticipating that the next request will be serviced from the
same row.
Row-buffer conflicts eliminate the caching effect of the rowbuffer and incur significant precharging and activating overhead,
resulting in substantial delays and energy consumption. To assess
the overhead more quantitatively, we plot Figure 2 using raw data
borrowed from previous papers [9, 13]. Note that the bank busy
time, which is defined as the time spent by a bank to service the
memory request issued to that bank, depends not only on the rowbuffer state, but also on the previous/current request types. For
example, [W:W:H] takes 5ns while [W:R:H] and [W:W:M] take
22.5 and 50ns, respectively. Although there are some variations,
this figure consistently shows that the row-buffer conflict degrades
memory access latency by 2 to 5 times. The eventual goal of
our study is in reducing row-buffer conflicts through an operating
system approach.
2.2
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Figure 3. Effects of page frame allocation decision on the rowbuffer conflict. (a) Case 1: page frames are allocated from different
banks, (b) Case 2: page frames are allocated from a same bank.

We argue, through this paper, that to decrease row-buffer conflict and to make full use of the memory parallelism supported by
recent memory organizations, the allocator must understand and
take into account the physical memory organization when making
its allocation decisions. As an example, consider Figure 3 where
we assume that there is an application that alternatively accesses
two virtual pages. Allocating page frames for this application could
be done in one of two ways: one, by allocating the pages from different banks as depicted in Figure 3(a) as Case 1, and the other, by
allocating from the same bank as depicted in Figure 3(b) as Case 2.
Then, naturally, Case 2 is expected to cause more row-buffer conflicts than Case 1. In this manner, though both cases are allocating
for the same virtual pages, understanding the physical memory organization may allow the allocator to allocate in such a way that
row-buffer conflicts may be alleviated.
Note that the mapping between virtual pages and physical page
frames are governed by the kernel-level memory allocator, while
the mapping between page frames and banks are managed by the
memory controller. Developing a row-buffer conflict aware memory allocator is the main objective of this paper. This is discussed in
detail in Sections 4 and 5. Understanding the characteristics of the
memory organization is an essential prerequisite for our allocator
design, and this is discussed in Section 3.

Operating System Challenges

For main memory management, traditional operating systems use
two abstractions, virtual memory and physical memory. As NUMA
(Non-Uniform Memory Access) architecture such as Intel’s Nehalem QPI (QuickPath Interconnect) [3] and AMD’s hypertransport technology [1] gains attention, some operating systems are incorporating the local and remote memory concepts into their abstractions. For instance, the recent Linux kernel employs the notion
of a node, which is simply a range of physical memory considered
local, and it tries to allocate page frames to a core from a local node
to some extent taking into account the physical memory layout in
it’s allocation decision [7, 10].

2.3

Related Work

A large number of research have been conducted with aims to increase the effect of the row-buffer and to enhance memory parallelism. One approach is based on memory partitioning at the channel level [19], rank level [4, 35] and the bank level [14]. More
specifically, Jeong et al. propose to partition the internal memory
banks between cores to isolate their access streams and eliminate
locality interference [14]. Muralidhara et al. suggest application-
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Algorithm 1 Pseudo code of analysis tool
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2:
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3:
∗CL 2 ← Second cache line from start of mem
4:
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5:
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repeat
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aware memory channel partitioning to decrease inter-application
interference in the memory system [19].
Another approach is using memory request scheduling. Rixner
et al. design the FR-FCFS (First Ready, First Come First Serve)
scheduling algorithm that prioritizes memory requests that hit in
the row-buffers of DRAM banks over other requests to exploit
the locality of the row-buffer [25, 26]. Mutlu and Moscibroda
present the STFM (Stall-Time Fair Memory) scheduler to equalize
the DRAM-related slowdown experienced by each thread due to
interference from other threads sharing the DRAM memory system
[20]. Kaseridis et al. describe the complex structure of memory
organization in many-core systems and propose a fair memory
hashing scheme to control the maximum number of row-buffer hits
[15].
Other notable approaches have also been studied. Zhang et al.
propose a permutation-based page interleaving scheme to mitigate
row-buffer conflicts by exploiting data access locality in the rowbuffer [34]. Yoon et al. design an adaptive-granularity memory
system that effectively combines fine-grained and coarse-grained
memory accesses to improve performance and energy savings [33].
They also suggest an OS support that augments the virtual memory
interface to allow software to specify the preferred access granularity for each page.
Sudan et al. introduce a new data placement scheme based on
micro-pages, where chunks from different pages are collocated in a
row-buffer to improve the overall utilization of the row buffer contents, consequently reducing memory energy consumption and access time [28]. Lee et al. propose mechanisms to maximize DRAM
bank-level parallelism by arranging memory requests to be serviced
in parallel in different DRAM banks [17]. Kim et al. design TCM
(Thread Cluster Memory) scheduling that employs multiple different memory scheduling policies for different threads based on the
threads’ memory access and interference characteristics [16].
Our approach differs from all previous studies in that it is a
purely OS-level approach not requiring any hardware modifications
or special support. Though Jeong et al. propose an approach that
may be realized at the operating system level, their study is limited
to a simulator and is not conducted on a real system [14]. More
importantly, however, to the best of our knowledge, our paper is
the first to apply randomness in the page frame allocation decision
to reduce row-buffer conflicts.

Figure 4. Analysis results

3.

Memory Organization Analysis

In this section, we first explain the pseudo code for our memory
organization analysis tool. Then, we discuss the analysis results and
elaborate on the mappings between page frames and the various
DRAM components such as the channels, ranks, and banks.
3.1

Analysis Algorithm

To reduce row-buffer conflicts from the operating system level, we
need to understand how page frames are mapped into the memory
organization. However, such information is not readily available.
Hence, we develop an analysis tool that can help explore the detailed internal structure of the memory organization. While designing the tool, we consider its portability so that it may be used not
only for our experimental system, but with other systems as well.
Algorithm 1 presents the pseudo code used by the tool. Basically, it repeatedly accesses two variables, namely CL 1 and CL 2.
The first variable has a fixed physical address (the first available
physical address of node 1, which is 16GB in size in this experiment), while the second has a non-fixed address that is incremented
by the cache line size (64B) at each iteration. The elapsed time of
each iteration is measured as shown in line 7 and 13. The elapsed
time is used to infer the memory organization and the row-buffer
conflict, in particular.
In addition, we employ the following three techniques to enhance the accuracy of the analysis. First, we set the CPU cache
mode as uncacheable, as expressed in line 4, to guarantee that each
access is serviced at the memory module. This setting is done only
for the memory area starting from start of mem to end of mem,
while all other variables and instructions remain cacheable, so that
these other factors will have minimum effect on the execution of the
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Figure 5. Relationship between physical memory and memory organization
algorithm. Second, at each iteration, we access the two variables
numerous times to cancel out measurement noise such as sudden
bus contention and inter-command delay. Specifically, for our experiments, we access them 500 times as shown in line 8. Third, we
make the two variables mutually dependent, as denoted in lines 9
and 10. This avoids various optimizations such as out-of-order execution in the core or request scheduling in the memory controller
so that the instructions in the code are executed as we want them
executed.
3.2

Now let us first discuss Figure 4(a). This figure reveals that the
measured elapsed time has a distinct pattern for every 3 addresses.
Specifically, the first address shows higher elapsed time than the
latter two addresses due to the row-buffer conflict. It implies that at
the first address, CL 1 and CL 2 are located at the same bank, while
at the second and third addresses, they are at different banks. Note
that our experimental system has 3 channels. Hence, we can infer
that channel interleaving is performed with the cache line unit.
Figure 4(b) shows that the pattern observed in Figure 4(a) occurs continuously 64 times. When we convert this number into
memory size, we get 12KB from a calculation of 64B×3×64. Since
the row size is 4KB in our system [18], we can infer that three consecutive rows are managed in the same manner.
Now let us turn the discussion to Figure 4(c). This figure
shows that the 12KB pattern described in Figure 4(b), reoccurs
in 96KB memory size intervals. Note that our system has 8 banks,
and as 12×8=96, we can deduce that bank interleaving is configured in three row units. In addition, Figure 4(c) shows that the
96KB pattern is repeated 32 times within the memory size of 3MB
(96KB×32).
Finally, Figure 4(d) shows that the 3MB pattern of Figure 4(c)
reoccurrs in 12MB intervals. Since our system has 4 ranks, we
can deduce that rank interleaving is performed in 3MB units. The
12MB pattern is repeated until the end of memory is reached.

Analysis Results

Figure 4 shows the analysis results. In the figure, the x-axis is the
iteration number of the repeat statement, while the y-axis is the
measured elapsed time. Note that the physical address of the second
variable, that is CL 2, is incremented by the cache line size of 64
bytes. Hence, the x-axis also represents the sequence of physical
memory addresses. That is, the ith iteration corresponds to the
physical memory address of “the address of the second cache line
+ 64 × i”.
Figure 4 depicts four graphs, each depicting, from bottom to top,
smaller and smaller ranges. Specifically, Figure 4(d), the bottommost figure, ranges from 0 to 2,000,000 (roughly 128MB size), Figure 4(c) zooms in on the 590,000-640,000 portion of Figure 4(d).
Again, Figure 4(b) shows a portion of iterations of Figure 4(c),
while Figure 4(a) shows that of Figure 4(b). In other words, we
zoom in the results from Figure 4(d) to Figure 4(a) to examine them
from a finer-grained viewpoint.
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large unit; 3MB in our system. Finally, a memory area of 12MB
size can cover all banks with a minimum number of page frames in
our system. These findings are used as guidelines when designing
the memory container as discussed in the next section.

Implication

From the analysis results discussed in Section 3.2, we can figure out
how page frames are mapped into rows as illustrated in Figure 5.
The observation of Figure 4(a) indicates that page frame 0 is distributed into three banks, namely [0:0:0], [1:0:0] and [2:0:0]
where the notation refers to [channel number: bank number:
rank number]. In other words, channel interleaving is done with
the cache line unit. Also, from Figure 4(b), we can conjecture that
page frames 1 and 2 are mapped in the same way as page frame 0.
Bank interleaving discussed in Figure 4(c) suggests that page
frames 3, 4, 5 are mapped into banks [0:1:0], [1:1:0], [2:1:0],
page frames 6, 7, 8 into banks [0:2:0], [1:2:0], [2:2:0], and
so on, until page frames 21, 22, and 23 are mapped to bank 7.
Then, page frames 24, 25, 26 are mapped back at bank 0 and are
mapped again into banks [0:0:0], [1:0:0], [2:0:0] in roundrobin fashion. This round-robin is repeated 32 times as discussed
in Figure 4(c). After 32 repetitions, rank interleaving is utilized.
So, page frames 768, 769, 770 are mapped into banks [0:0:1],
[1:0:1], [2:0:1]. These arrangements continue up to page frame
3071, which is mapped into banks [0:7:3], [1:7:3], [2:7:3],
the last bank of each channel. The page frames that are mapped
into every bank up to this point make up the 12MB interval as
observed in Figure 4(d). The next page frame 3072 then, is again
mapped into banks [0:0:0], [1:0:0], [2:0:0], starting a new
12MB interval.
Figure 5 makes it possible to discuss the results observed in
Figure 4 more clearly. Assume that the CL 1 variable is located
in page frame 0, while CL 2 is in page frame 24. Then, execution
of the code generates the pattern observed in Figure 4(a). On the
other hand, when CL 2 is in page frame 27 or 768, the code does
not cause a row-buffer conflict leading to the lower elapsed time
ranging from 1150 to 1200.
The findings from the analysis can be summarized as follows.
First, channel interleaving is conducted in the CPU cache line unit,
not the page frame unit. Of course, one can change this configuration so that the page frame is used as the channel interleaving
unit. However, modern computer systems prefer cache line interleaving since it can obtain memory parallelism even with a single page frame. Second, some consecutive page frames are mapped
into the same row; 3 consecutive frames in our system. Put it another way, a single page frame is distributed into several rows, 3
in our particular case, leading to higher parallelism and thus, better
performance. Third, rank interleaving is performed in a relatively

4.

Regularity Considered Harmful

As the number of cores increase, the row-buffer conflict problem
becomes more serious. In a single core system, the row-buffer
conflict occurs only when an application accesses two different
page frames located on identical banks at the same time. However,
in a multiple core system, the conflict also happens when two or
more cores access those page frames concurrently. This means
that row-buffer aware page frame allocation will become more
important in a multi-core system.
To evaluate the behavior of the row-buffer under multiple cores,
we modify the code presented in Algorithm 1. Specifically, we
make the following two changes. First, we set the two variables so
that they are located in the same cache line. Then, their addresses
are incremented by the cache line size at each iteration. With
this change, row-buffer conflict will not occur should the code be
executed by itself on a single core. The other change is that we now
run the modified code concurrently on 4 cores with each instance
of the code having a different starting physical address incremented
by 12MB from the previous core. For instance, if core 0 has a start
address of X, then core 1 has a start address of X +12MB, and core
2, X + 24MB, and so on. Recall from Figure 5 that 12MB is the
memory range that covers all banks from [0:0:0] to [2:7:3].
Consequently, all four threads start accessing memory from the
same bank and the memory accesses also progress in the same
order.
Figure 6 presents the experimental results. The x-axis is the
iteration number, while the y-axis is the average of the elapsed
times measured for the 4 cores. The results show that row-buffer
conflicts occur in a large number of iterations. When all 4 cores are
involved in a conflict, the elapsed time becomes the highest.
Figure 6 also shows that some ranges of iterations result in
higher conflicts than other ranges. For instance, conflicts are rare
in the 70,000 to 90,000 range, while most of the iterations in the
90,000 to 110,000 range result in high conflicts. Overall, we see a
fluctuation in the intensity of conflicts. This phenomenon, however,
is counter-intuitive. To elaborate, the threads executing on the four
cores started referencing from the same bank, which should result
in a row-buffer conflict, and since the threads are executing with the
same rate of progress, the conflicts should, with high probability, be
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orate on two features of M3 , specifically the memory container and
the randomized algorithm.

occuring over and over. Hence, we should be seeing an almost flat
graph, not a graph that fluctuates as shown in Figure 6.
The explanation for this fluctuation is the interference induced
by external events such as interrupt handling and scheduling. These
external events trigger delays at the cores handling the events disrupting the progress of the threads. This leads to asynchrony among
the cores releaving them of conflicts for some time period. However, as these events continue to occur the timing among the cores
become synchronized again leading to conflicts. Hence, this pattern of synchrony and asynchrony repeats itself as the execution
continues.
One feasible solution to avoid conflicts among cores is memory
partitioning. For instance, from Figure 5, we can partition memory
vertically (banks 0 and 1 to core 0, banks 2 and 3 to core 1, and so
on) or horizontally (rank 0 to core 0, rank 1 to core 1, and so on).
The essential benefit of this partitioning is that it can completely
remove conflicts among cores.
However, there are problems in applying memory partitioning
into operating systems. First, it reduces memory parallelism such
as bank interleaving or rank interleaving. Second, it raises the
scalability issue as the number of cores increase. Third, it brings up
the availability issue since it cannot support large consecutive page
frames that may be requested by the kernel, say, for example, by the
device driver. For instance, if we partition banks 0 and 1 into core
0, in the experimental platform that we use, we would not be able to
service requests demanding more than 6 consecutive frames as each
bank retains only 3 successive pages. Finally, when an application
is migrated from a core to another core for CPU load balancing,
which is frequently adopted in modern operating systems, conflict
among the cores will again occur. In this case, conflicts can be more
serious as the total number of banks accessible by a core has now
been reduced via partitioning.
Let us now see how random memory access patterns affect rowbuffer conflicts. For this purpose, we again modify the code used
for the previous experiment such that a random number generator
is used to make sure that each core has a different access pattern
and that each address is accessed no more than once. Note that in
this case, we are randomizing memory references at the application
level.
The experimental results using the randomly accessing code are
presented in Figure 7. The results show that most iterations do not
cause row-buffer conflicts and that conflicts where all 4 cores are
involved are non-existent. The average elapsed time of all iterations
of Figure 7 is 1925, while that of Figure 6 is 2052. This implies that
random accesses mitigate conflicts better then sequential patterns.
Our sensitivity analysis reveals that the worsen elapsed time of
the sequential pattern is due to correlated conflicts, which we define as a set of successive conflicts. In the sequential pattern, once
a reference iteration causes a conflict, the next reference iteration
is likely to cause another conflict. In contrast, in the random pattern, since the addresses accessed by consecutive iterations are independent of each other, the next conflict probability is constant at
“1/total number of banks”. Note that correlated conflicts occur
not only in sequential patterns, but also in any pattern with regularities such as accesses with the same stride or patterned intervals.
This observation is also applicable to the page frame allocation
pattern in operating systems. An operating system can govern the
allocation pattern to make it regular or random, and we expect that
the former will cause a larger number of correlated conflicts than
the latter.

5.

5.1

Memory Container

To reduce row-buffer conflict, page frames allocated to each individual thread should come from distinct banks as much as possible.
For this purpose, we introduce the notion of a memory container,
which is defined as a unit of memory that comprises the minimum
number of page frames that can cover all the banks of the memory
organization. (Recall that we were able to find this using the analysis tool described in Section 3, and that this number is 12MB for
our experimental platform.)
M3 , then, divides the entire memory into multiple memory containers, with a memory container being exclusively assigned to a
core. When an application requests a page frame, M3 serves the
request from the memory container of the core that is executing
the application. Requests for page frames from other applications
running on different cores will be allocated from the memory container assigned to that core. Deallocation is also performed within
the memory container frame.
Note that the notion of a memory container combined with random allocation will tend to disperse page frame allocation among
the banks that comprise the memory container. This is because
when a page is allocated from a particular bank, the probability of
allocating a page from that same bank decreases on the next allocation attempt. The reason the probability decreases is because the
number of pages belonging to a particular bank is constant within
a single memory container, and with random allocation, each page
has equal probability of being allocated. Hence, once a page is allocated from a particular bank, then the probability of that same
bank being selected on the next allocation attempt is reduced by
the probability of a page being selected.
When a core uses up all the page frames from the assigned memory container, M3 assigns a new available memory container to the
core. When the allocated page frames are freed, the page frames
are released to the memory container that owns the page frames.
If the number of available memory containers become insufficient,
the swapping mechanism is triggered to free page frames so that
more memory containers can be generated. In our current implementation, the swapping mechanism provided in Linux is used as
is. Hence, the pages reclaimed may be a part of several different
memory containers. It may be possible to modify the swap mechanism so that pages belonging to the same memory container are
reclaimed together for better management of memory containers.
This, however, is left for future work.
As mentioned previously, the ideal memory container size, by
definition, is 12MB for our experimental system, since 12MB is
the size that covers all banks with the minimum number of page
frames, as already discussed in Figure 5. In the experimental study
conducted in Section 6, however, we set the size of the memory
container to 4MB. This was a choice that we made to make M3 as
generic as possible so that it can be deployed in a wide range of existing systems. Hence, there are roughly 8000 memory containers
in our system.
5.2

Randomized Algorithm

Even though the memory container can reduce row-buffer conflict
in a single core, there still exists conflicts among multiple cores.
As discussed in Section 4 random allocation can have a positive
effect on reducing conflicts among cores. To realize randomness,
M3 replaces the buddy algorithm [8, 21, 22], which is utilized
in various modern operating systems including the Linux kernel
considered in this paper, with a randomizing algorithm that we
describe below.

M3 Design and Implementation

The observations discussed in the previous sections inspire us to
develop a novel kernel-level memory allocator called M3 (M-cube,
Multi-core Multi-bank Memory allocator). In this section, we elab-
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Figure 8. Comparison between buddy and our randomized algorithm
Figure 8(a) presents the structure of the buddy algorithm and
its operational example. In the figure, we assume that physical
memory consists of 8 page frames. As shown in Figure 8(a), the
buddy algorithm uses a set of doubly linked list data structures
called the freelist. The freelist is constructed in multiple levels
labeled (bin) 20 , 21 , ...,2i , ..., where, at level 2i , 2i number of
consecutive page frames are treated as a single unit. We refer to this
single unit as a buddy group. The buddy algorithm utilizes two key
operations, splitting and coalescing. The former is used to satisfy a
memory request as suitably as possible, while the latter is used to
reconstruct a buddy group.
At the initial stage of our study, we considered using the buddy
algorithm for managing each memory container. However, we detected its tendency to allocate page frames in a regular pattern.
Let us discuss this issue using a walk-through example as demonstrated through states 1 to 7 in Figure 8(a). State 1 shows the initial
state, where all 8 page frames are free. Assume that five requests
arrive, where each request wants a single page frame. Then, the
buddy algorithm searches upward from the lowest level, recursively
splitting, if necessary. In this case, the allocation sequence of page
frames becomes 0 → 1 → 2 → 3 → 4, and the resulting memory
state is shown in state 4.
Now, assume that the allocated page frames are freed in order.
Then, the buddy algorithm, again, coalesces recursively, as necessary, leading to state 7. If five allocation requests are made again,
the allocation sequence at this time again becomes 0 → 1 → 2 →
3 → 4. Indeed, the buddy algorithm allocates page frames in a regular manner. Even if the initial state is different, it shows partial
regularities since it searches upward from the lowest level, making
the possibility of allocating a buddy page frame from a recently
allocated one high. If we choose the buddy algorithm to manage
each memory container, each core will have a tendency to access
memory in a regular pattern, incurring more correlated conflicts as
discussed in Section 4.
One straightforward way to integrate randomness into the buddy
algorithm is to use a random number generating function to select
a candidate page frame for allocation. However, as such a function
would need to exist independent of the buddy layer, it could possibly become a source of considerable operational overhead as page

frame allocation is one of the most frequently invoked operations
in the kernel. Furthermore, extra effort must be made to manage
consecutive pages at the buddy layer as randomness is introduced.
Finally, forced randomness will cause more splitting and coalescing operations to be invoked, resulting in significant overhead.
To overcome these problems, we introduce two new concepts
into the buddy algorithm; one is individual page frame management and the other is a downward search. To elaborate on our proposed randomized algorithm, we make use of Figure 8(b), which
shows that we use the same data structure as the buddy algorithm.
Downward search refers to the fact that to find a candidate page
frame for allocation, the randomized algorithm performs searching
downward from the highest level, not upward as the buddy algorithm does. For example, upon a single page allocation request at
initial state 1, page 7, which is at the highest level, would be allocated resulting in state 2.
Let us now discuss individual page frame management. Note in
Figure 8(b) that every page frame in the freelist is being managed
individually. This is in contrast to the buddy algorithm where the
freelist is managed per buddy group, which is composed of one
or more page frames, as shown in Figure 8(a). Management of
the freelist as single page frames tells us that each page may be
allocated individually. However, the location of the page allows us
to convey a double meaning. Specifically, each bin (20 , 21 , and so
on, represented as solid line boxes in the freelist) of the freelist
represents the same meaning as that of the conventional buddy
algorithm; that is, it tells of the existence of consecutive multiple
pages that can be allocated. For example, at state 2 in Figure 8(b),
bin 22 with page 3 on its list indicates that 22 consecutive pages
(pages 0 ∼ 3) are allocatable, while bin 21 with pages 5 and 1 on
its list indicates that two consecutive pages (pages 0, 1 and pages
4, 5) can be allocated together. Note that this meaning conveyed
by the bin is in addition to the fact that each of the pages may be
allocated as a single page frame.
Let us discuss the characteristics of the randomized algorithm
using examples as presented in Figure 8(b). State 1 is the initial
state, where all free page frames are managed individually. Assume
that five requests for a single page frame arrive. The randomized
algorithm performs searching downward and allocates page frames
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Figure 9. Performance impact of different workload characteristics

Table 1. Characteristics of programs in PARSEC

6.

Program

Application Domain

Working Set

blackscholes
bodytrack
canneal
dedup
facesim
ferret
fluidanimate
freqmine
streamcluster
swaptions
vips
x264

Financial analysis
computer vision
Engineering
Enterprise storage
Computer animation
Similarity search
Computer animation
Data mining
Machine learning
Computational finance
Media processing
Media processing

Small
Medium
Unbounded
Unbounded
Large
Unbounded
Large
Unbounded
Medium
Medium
Medium
Medium

In this section, we first describe the experimental setup and the
seven benchmarks that represent a variety of workload characteristics. Then, we present the overall performance results and discuss
how the characteristics affect the performance of M3 .
6.1

Performance Evaluation

Experiment Environment

Our experimental system is an IBM x3650 M2 server system that
consists of two Intel XEON x5570 quad core processors (when
we turn on the hyperthreading capability, each processor can have
at most 8 cores), 32GB DDR3 main memory and eight 2.5 inch
SAS disks of 450GB capacity each. On this hardware platform, we
implement the M3 allocator on the Linux kernel version 2.6.32.
To evaluate the performance of M3 , we use the following
seven benchmarks that can be categorized into three groups. The
first group consists of memory intensive benchmarks, specifically,
Stream, Sysbench-memory and Ramspeed. The Stream benchmark
is a synthetic benchmark used for measuring sustainable memory bandwidth in high performance systems [27]. The Sysbenchmemory benchmark is a memory allocation and transfer speed
benchmark [29]. The Ramspeed benchmark is a utility to measure
cache and memory performance of computer systems [24].
The second group consists of CPU or I/O intensive benchmarks
that include Kernel Compile, Dbench and Unixbench. The Kernel Compile builds a new kernel image by compiling the Linux
kernel version 2.6.32 and by linking the compiled objects. The
Dbench benchmark is a file system benchmark that generates a
workload similar to the commercial Netbench benchmark [5]. The
Unixbench benchmark is a general-purpose benchmark designed to
evaluate the performance of a Unix-like system, integrating CPU
and file I/O tests as well as system behavior under various user
loads [30].
The final group is the PARSEC benchmark that was designed
to represent diverse application domains [6]. It is composed of
12 programs, whose characteristics are summarized in Table 1
[6, 23, 32]. In terms of intensity, canneal, facesim, fluidanimate
and streamcluster are categorized as memory intensive, while the
others as CPU or I/O intensive.

from the highest level. Hence, the allocation sequence becomes
7 → 3 → 5 → 1 → 6, where state 4 becomes the memory state
after there allocations.
Now, assume that the allocated page frames are freed in order.
Then, the randomized algorithm puts the released page frame at the
lowest level and ascends it to the higher level if its buddy is free.
The ascending operation works just like the coalescing operation,
except that it manages each frame individually, not merging them
into a buddy group. State 7 shows the final state after serving the
five deallocation requests. Note that even if the memory state is
the same (page frames from 0 to 7 are all free), the data structure
shown in states 1 and 7 are different. From state 7, if the same five
requests arrive again, the allocation sequence this time becomes
6 → 1 → 5 → 3 → 7, which is not the same as the sequence from
state 1. Note also that the freeing sequence becomes a seed for a
different allocation sequence. For example, if the freeing sequence
were 6 → 7 → 1 → 3 → 5 for the above example, the subsequent
allocation sequence would become 6 → 3 → 1 → 5 → 7, which
also differs from the previous allocation sequences.
The walk-through example shows the merits of downward
search and individual management. Downward search enables the
allocated page frames to be dispersed in a random fashion. Furthermore, it allows the allocation order to be determined not only by
the programming logic but also by the deallocation sequence increasing randomness even further. Individual management makes
it possible to efficiently integrate randomness into the buddy algorithm without paying additional overhead for splitting and coalescing. Note that in the randomized algorithm, the coalescing/splitting
operation is also carried out when an allocation/deallocation for
multiple page frames is requested.

6.2

Experimental Results

Figure 9(a) shows the performance improvements owing to M3 for
the three memory intensive benchmarks. To evaluate the multi-core
effects, we run the benchmarks with various number of threads. Depending on the configuration, performance is improved by as little
as 6.5% to as much as 85.2% compared to the original Linux kernel
that uses the buddy algorithm. Specifically, the average improvements are 26.6%, 50.4%, and 42.1% for the Stream, Sysbenchmemory and Ramspeed benchmark, respectively.
The performance improvement is obtained from two sources.
The first is by applying the randomized algorithm. As already dis-
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cussed in Figures 7 and 8, random access patterns have a positive
effect on performance. The second source is the memory container.
Without the memory container, pages frames would be allocated
into cores in an interleaved manner, failing to achieve memory parallelism in the core while still generating references with regularities.
Experimental results for the three CPU and I/O intensive benchmarks are shown in Figure 9(b). As expected, the improvements are
not that considerable since memory references of these benchmarks
are only a small portion of the overall benchmark performance.
However, from these results, we can deduce that memory container
management, individual page frame management, and downward
search work efficiently without incurring noticeable overhead.
Figure 10 presents the PARSEC benchmark results. According to the characteristics of the programs, performance improvements show different aspects. For programs that intensively access
a large memory range such as canneal, facesim, fluidanimate, and
streamcluster, the improvements are up to 21.7% with an average
of 10.4%. The results of other programs can be classified into two
groups. The first group that includes blackscholes, freqmine, swaptions and x264, does not show noticeable performance differences
since they already have irregular access patterns at the applicationlevel [28]. The second group, which are the remaining programs,
shows improvements of up to 8.2% with an average of 2.2%.
While analyzing the results, in particular, we found an interesting comparison between our results and the results presented by
Sudan et al. [28]. In their work, Sudan et al. proposed micro-pages
that collocates hot cache blocks from different page frames into
a row-buffer to improve the overall utilization of the row buffer
contents. Their approach differs from ours in that it tries to optimize the cases where small data are accessed heavily while ours
tries to optimize cases where large data are accessed in regular patterns. Hence, according to the characteristics of the programs, the
two approaches show contrasting improvements. Specifically, the
blackscholes, swaptions and vips show relatively better improvements in the approach by Sudan et al., while canneal, facesim and
streamcluster improves more with our approach. Since the two approaches are orthogonal, we speculate that integrating the two will
result in even more positive effects on performance.

7.

bank at the same time. To achieve the first goal, the notion of a
memory container was devised. For the second goal, we introduced
a randomizing memory allocation algorithm. To the best of our
knowledge, this is the first study that enforces randomness in page
frame allocation decisions to reduce row-buffer conflicts.
We are considering two research directions as future work. One
direction is analyzing the randomized algorithm more formally.
We think that a single page frame allocation can be done in O(1)
time complexity, while it takes O(log n) in the original buddy
algorithm. We are also investigating other issues related to M3 such
as fragmentation and lock contention. Another direction is a more
thorough study of memory isolation techniques. We believe that
with the cooperation of the memory controller, operating systems
can partition memory more effectively so that it can completely
eliminate row-buffer conflicts between cores.
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